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Introduction: What is a Time Series?

A collection of random variables indexed according to the order they are
obtained in time (equally spaced).

Years, months, weeks, days, hours, minutes, seconds, etc.
Examples:

Economics: stock market, monthly unemployment
Social Science: crime data, school enrollment
Biology: number of people with a certain disease
Environmental Scientists: temperature, air quality
Business: revenue, sales, customers

One major difference is that time series analysis violates the independence
assumption common in other statistics fields (such as linear regression).

Autocorrelation is the idea that adjacent points in time are dependent.



Goals

Descriptive - Describe the observed series. More to unpack here than the
mean, variance, and distribution.

Inferential - Seek to determine from one time series data set what other data
could have been observed or are expected to be observed in the future. To do
this, we need a model.

Predictive - Use the correlation in the series to predict the future.

Control - Use information in the series to determine if the process generating
the data is in control or not; and if not, adjust the process.



Considerations

Nature of the time index?

Is the process discrete or continuous?

Univariate or multivariate?



First step: Look at Time Series Plot

Time series plots will always have our variables of interest on the y-axis and
time on the x-axis.

What to look for:

Trend
Mean
Variability
Smoothness
Do these stay constant across our domain or do they change?
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Gaussian AR(p) Process

{Wt : t ∈ Z} is a Gaussian autoregressive process of order p, AR(p), if it can
be represented as

Wt = ϕ1Wt−1 + · · ·+ ϕpWt−p + εt ,

where εt are IID normal random variables mean µε = 0 and variance σ2
ε < ∞,

independent of the {Ws : s < t}.
Assuming the process is second-order stationary, the autocovariance function of
Wt satisfies the Yule-Walker equations. In particular, for the AR(1) with
ϕ = ϕ1, the marginal mean and variance of Wt are

E [Wt ] =
µε

1− ϕ
and Var (Wt) =

σ2
ε

1− ϕ2
.



Gaussian AR(1) Process

Let Wn = (Wn, . . . ,W1). Then for Wn = w , the k-step ahead forecast is the k-step
ahead conditional mean given by

E [Wn+k |Wn,Wn = w ] = ϕkw ,

the k-step ahead conditional distribution is normal,

Wn+k |Wn ∼ N
(
µWn+k |Wn

, σ2
Wn+k |Wn

)
, (1)

where for Wn = w

µWn+k |Wn
= ϕkw + µε

1− ϕk

1− ϕ
, (2)

σ2
Wn+k |Wn

=

(
1− ϕ2k

1− ϕ2

)
σ2
ε . (3)



Motivation

Discrete-valued time series occur in most of areas of scientific inquiry. But
they’re often modeled and forecasts are found using a continuous Gaussian
process.

In a series of seminal papers (Jacobs and Lewis, 1978a,b, 1983), Jacobs and
Lewis introduced the theory and analysis for discrete time series processes
(DARMA).

A collection of discrete time series models that addresses some of the
disadvantages of Jacobs and Lewis incorporates binomial thinning.



Binomial Thinning

Let Bj be IID Bernoulli(α) where for each j , P(Bj = 1) = α. The binomial thinning
operator ◦ is

α ◦ X =
X∑
j=1

Bj . (4)

(Steutel and van Harn, 1979).

If X is a process with Poisson marginals, the model is a first-order Poisson
integer-valued autoregressive (INAR(1)) model (Al-Osh and Alzaid, 1987;
McKenzie, 1988).

If X has geometric marginals, the resultant model is a first-order geometric
integer-values AR(1).

Other approaches to address properties such as overdispersion or zero-inflation
by utilizing the negative binomial, Poisson-Lindley, or zero-inflated Poisson.



Forecasting Discrete Processes

A coherent forecast is one that does not violate known constraints.

When traditional methods based on a Gaussian AR(p) model are used for
forecasting, the forecast is not coherent.

Most common procedure for constructing forecasts is to use conditional
expectations.

Consider a realization Xn = (Xn, . . . ,X1) from a discrete time series. Two
popular loss functions can be considered; each has a different k-step ahead
forecast.

To minimize the k-step ahead conditional mean square error, the k-step ahead
conditional mean is used for forecasting.
The k-step ahead conditional median minimizes the k-step ahead conditional
mean absolute error.
The k-step ahead conditional mode can also be used effectively in forecasting
discrete time series.



Geometric Integer Autoregressive Process

The process {Xt} is a geometric integer-valued autoregressive process of order one,
or GINAR(1) if it can be represented as

Xt = α ◦ Xt−1 + ϵt , t = 1, 2, . . . , 0 ≤ α ≤ 1,

The operator ◦ indicates binomial thinning defined in (4).

X0 ∼ geometric(θ) with P(X0 = 0) = θ.

The innovation process {ϵt} is defined by ϵt = UtWt for all t, where Ut is
independent of Wt and Xt−1, Ut ∼ IID Bernoulli(1− α) and Wt are IID
geometric(θ) (McKenzie, 1986).



GINAR(1)

The PMF of ϵt is

P(ϵt = z) =

{
1− θ + αθ, for z = 0,
(1− θ)(1− α)θz , for z = 1, 2, . . ..

It follows that for every t, the marginal distribution of Xt is also geometric(θ)
having marginal mean and variance

E [Xt ] =
θ

1− θ
and Var (Xt) =

θ

(1− θ)2
.



Forecasting a GINAR Process

Awale et al. (2017) present an approach that produces k-step ahead forecasts based
on a conditional GINAR(1) PMF. Let P(Xn+k = y |Xn,Xn = x) be written p(y | x).
Then

p(y | x) =


(1− θ)θy−x

∑y
j=0

{(
x
j

)
θx−jαj(1− α)x−j+1

}
+
(
x
y

)
αy+1(1− α)x−y , if y ≤ x ,

(1− θ)θy−x(1− α) {α+ (1− α)θ}x , if y > x .



Forecasting a GINAR Process

At time n, the k-step ahead conditional mean and conditional variance are

E [Xn+k | x ] = αkx +
θ(1− αk)

1− θ

Var (Xn+k | x) = αk(1− αk)x

+

(
α

1− α2

)(
1− αk−1 − αk + α2k−1

)
µϵ

+

(
1− α2k

1− α2

)
σ2
ϵ ,

where µϵ and σ2
ϵ are the mean and variance of ϵt given by

µϵ =
θ(1− α)

1− θ
and σ2

ϵ =
(1− α)θ(1 + αθ)

(1− θ)2
.

As k → ∞,E [Xn+k | x ] → E [Xn] and Var (Xn+k | x) → Var (Xn).



Poisson-Lindley Distribution

The Poisson-Lindley (PL) distribution was introduced by Sankaran (1970) to model
over-dispersed count data.

If X ∼ PL(θ), the PMF of X is

P(X = x) =
θ2(x + θ + 2)

(1 + θ)x+3
, x = 0, 1, 2, . . . , θ > 0.

The mean and variance of the PL(θ) distribution are

E [X ] =
θ + 2

θ(θ + 1)
and Var (X ) =

θ2 + 4θ2 + 6θ + 2

θ2(θ + 1)2
.

In time series, Mohammadpour et al. (2018) introduced the INAR(1) process
with PL marginals.

One downside to the this model is that it can be complicated and difficult to
estimate the model parameters.



Poisson-Lindley Integer
Autoregressive Process

The process {Xt} follows an order-one Poisson-Lindley autoregressive proces
(PLINAR(1)) if

Xt = α ◦ Xt−1 + Zt , t = 1, 2, . . . , 0 ≤ α ≤ 1,

Zt = ItHt for all t. It ∼ Bernoulli(1− α) for all t. Ht is defined on
h = 0, 1, . . ., having PMF

P(Ht = h) =
θ2(1− α)2 + θ(1− α2) + 2α

{θ(1− α) + 1)2}
θ

1 + θ

(
1− θ

1 + θ

)
+

(1− α)

θ(1− α) + 1
(h + 1)

(
θ

1 + θ

)2(
1− θ

1 + θ

)h

− α

{θ(1− α) + 1}2
θ + 1

θ + 1 + α

(
1− θ + 1

θ + 1 + α

)h

.

X0 ∼ PL(θ), independent of It and Ht .



Forecasting a PLINAR Process

The k-step ahead conditional PMF for the PLINAR(1), given by Mohammadpour
et al. (2018) is

p(y | x) =
min(y,x)∑

j=0

(
x

j

)
αkj(1− αk)x−jP(Zn+k = y − j),

where

p(z) =


αk + (1− αk)

{
Ak

θ
1+θ

+ Bk

(
θ

1+θ

)2
+ Ck

1+θ
1+θ+αk

}
if z = 0,

(1− αk)
{
Ak

θ
1+θ

(
1

1+θ

)z
+ Bk(z + 1)

(
θ

1+θ

)2 ( 1
1+θ

)z
+Ck

1+θ
1+θ+αk

(
αk

1+θ+αk

)z}
if z = 1, 2, . . . ,

and

Ak =
θ2(1− αk)2 + θ(1− α2k) + 2αk

{θ(1− αk) + 1}2
,

Bk =
1− αk

θ(1− αk) + 1
, Ck =

−αk

{θ(1− αk) + 1}2
.



Forecasting a PLINAR Process

The k-step ahead conditional mean and variance provided by Mohammadpour et al. (2018) are,
respectively

E [Xn+k | x ] = αkx + (1− αk)
θ + 2

θ(θ + 1)

Var (Xn+k | x) = αk(1− αk)x +

(
1− α2k

1− α2

)
σ2
ϵ +

{
(1− αk)(α− αk+1)

1− α2

}
µϵ,

where µϵ and σ2
ϵ are the mean and variance of ϵt given by

µϵ =
(1− α)(θ + 2)

θ(θ + 1)

σ2
ϵ =

(1− α)
{
θ3 + 4θ2 + 6θ + 2 + α(θ2 + 4θ + 2)

}
θ2(θ + 1)2

.

As k → ∞,E [Xn+k | x ] → E [Xn] and Var (Xn+k | x) → Var (Xn).



Zero-Inflated Poisson Distribution

If the data contains a large number of zeros, then a model to address
over-dispersion, e.g., the Poisson-Lindley model, is not enough.

Let X be a zero-inflated Poisson(λ, π) random variable. Then the PMF of X is

P(X = x) =

{
(1− π) + πe−λ for x = 0,

π
(
e−λλx

x!

)
, for x = 1, 2, . . .,

(5)

where 0 < π < 1 and λ > 0.

The mean and variance of X is

E [Xt ] = πλ and Var (Xt) = πλ+ π(1− π)λ2.



Zero-inflated Poisson Inte-
ger Autoregressive Process

The process {Xt} is a ZIPINAR(1) if it can be represented as

Xt = YtZt t = 0, 1, 2, . . . ,

{Yt} is the Poisson INAR(1) defined by

Yt = α ◦ Yt−1 + ϵt , t = 1, 2, . . . , 0 ≤ α ≤ 1,

Y0 ∼ Poisson(λ)

{ϵt} being IID Poisson(λ(1− α)).

{Zt} is an IID Bernoulli(π), i.e. P(Zt = 1) = π.

See Al-Osh and Alzaid (1987); McKenzie (1988); Maiti et al. (2015).



Forecasting a ZIPINAR Process

The ZIPINAR(1), k-step-ahead conditional PMF is given by

p(y | x) =



(1− π) + πe−λ

(1−π)+πe−λ

×
{
(1− π) + πe−λ(1−αk )

}
, if y ̸= 0, x = 0,

π
(1−π)+πe−λ

{
(1− π)

(
e−λλy

y !

)
+πe−λ

(
e−λ(1−αk ){λ(1−αk )}y

y !

)}
, if y = 0, x ̸= 0,

(1− π) + π(1− αk)xe−λ(1−αk ), if y ̸= 0, x ̸= 0,

π
∑min(y,x)

j=0
1

(y−j)!

[(
x
j

)
(αk)j(1− αk)x−j

e−λ(1−αk )
{
λ(1− αk)

}y−j
]
, if y = x = 0,

(6)



Forecasting a ZIPINAR Process

At time n, the k-step-ahead conditional mean and conditional variance are

E [Xn+k | x ] = πλ

(
1− πe−λαk

1− π + πe−λ

)
I (Xn = 0)

+
{
πλ(1− αk) + παkXn

}
I (Xn > 0) (7)

Var (Xn+k | x) = πλ

(
1− πe−λαk

1− π + πe−λ

)
I (Xn = 0)

+
{
πλ(1− αk) + παkX 2

n

}
I (Xn > 0)

−
[
πλ

(
1− πe−λαk

1− π + πe−λ

)
I (Xn = 0)

+
{
πλ(1− αk) + παkXn

}
I (Xn > 0)

]2
As k → ∞,E [Xn+k | x ] → E [Xn] and Var (Xn+k | x) → Var (Xn).



Comparing Forecasts: Background

In Maiti et al. (2016), various INAR(1) processes were compared to the Gaussian
autoregressive process, where the forecast for the Gaussian model was rounded to the
nearest integer. They found the methods produced similar forecasts.

In Alwan and Weiß (2016) the marginal forecast distribution of INAR(1) processes was
approximated by the Gaussian AR(1) conditional forecast distribution, and it was
found that the approximation was worse, especially in the range of low counts data.

Bisaglia and Gerolimetto (2015) showed when systematically comparing a coherent
point forecast method of an INAR(1) model to the approximate point forecast
obtained from a Gaussian AR(1), the Gaussian had higher forecast mean square error
and forecast mean absolute error.

Homburg (2020) thoroughly investigated the differences between the Poisson INAR(1)
to the Gaussian AR(1) using a variety of measures to compare the forecasts from the
competing models. Her main conclusion is the quality of the approximation is
influenced by the amount of autocorrelation present.



Parameter Estimation for ZIPINAR(1)

Three techniques are prevalent in the literature for estimating the parameters
of the ZIPINAR(1) model

conditional least squares,
Yule-Walker, and
maximum likelihood.

For the ZIPINAR(1) model, little has been done to evaluate how well the
different methods perform.

There have been no studies on how parameter estimation effects forecast
efficacy.



Conditional Least Squares Estimators

Conditional least squares (CLS) estimators are found by minimizing

Q =
n∑

t=2

{Xt − E [Xt |Xt−1]}2,

where E [Xt |Xt−1] is (7) when k = 1 (see, for example, Maiti et al. (2015)).

A closed-form expression for α, π, and λ is not possible. Consequently, values
of α, π, and λ that minimize Q must be found numerically.

The optimization algorithm of Byrd et al. (1995) which allows that each
parameter is given an lower and upper bound was implemented via the optim
function in R using the option method = "L-BFGS-B".



Yule-Walker Estimates

The Yule-Walker (YW) estimators are the result of a type of
method-of-moments approach for finding expressions for estimators of α, π and
λ.

For the ZIPINAR(1) model, the Yule-Walker estimators are

α̂YW =

{∑n−1
t=1 (Xt − X̄ )(Xt+1 − X̄ )

}{∑n
t=1(X

2
t − X̄ )

}
n2X̄ 3

,

π̂YW =
nX̄ 2∑n

t=1(X
2
t − X̄ )

, λ̂YW =

∑n
t=1(X

2
t − X̄ )

nX̄
.

In some cases, conditional least squares and Yule-Walker estimators are
equivalent.



Maximum Likelihood Estimates

Finally, the maximum likelihood (ML) estimators of α, π and λ are the values
α̂ML, π̂ML and λ̂ML that maximize the log-likelihood given by

ln L(X1, . . . ,Xn;α, π, λ) = p(X1)
n∏

t=2

ln p(Xt |Xt−1)

where p(X1) is found in (5) and p(Xt |Xt−1) is (6) when k = 1. Like conditional
least squares, values for the MLEs are found numerically, using the same
optimization algorithm.



Simulation Design

Maiti et al. (2015) presented an extremely limited simulation study to compare
the performance of the three estimation methods for the ZIPINAR(1)
parameters, considering only α = 0.6, λ = 1.5, and π = 0.4 or 0.8.

We investigate the performances of all three methods of estimation for a more
thorough set of values of all the parameters.

1 Generate 500 replicates of a ZIPINAR(1) for series lengths n = 100, 500, 1000,
and 5000 for all combinations of α = 0.2, 0.4, 0.6, and 0.8, π = 0.2, 0.4, 0.6, and
0.8, and λ = 1, 2, 3.

2 For each series, compute estimates of all parameters using all three estimation
methods.

3 Record iterations that result values that converge to the boundaries (CLS) or are
inadmissible (YW).

4 Compute the averages and standard errors of all admissible values for CLS, YW,
and ML.



Simulation



Simulation



Simulation



Simulation



Application: Sex Offences

Below is 144 counts of sex offences reported in the 21st police car beat in Pittsburgh
for one month, beginning in Jan. 1990 through Dec. 2001 (Ristic et al., 2009). The
data is available in the R library tsinteger under the name sexoffences.

Jan Feb Mar Apr May Jun Jul Aug Sep Oct Nov Dec
1990 0 0 1 0 0 0 1 0 0 0 1 0
1991 0 0 0 0 0 1 1 0 0 0 1 0
1992 0 0 0 0 1 1 2 1 0 1 0 0
1993 1 2 0 0 0 0 1 0 2 0 0 0
1994 0 0 0 2 0 2 0 1 0 3 1 0
1995 1 1 1 0 3 1 0 0 1 2 2 0
1996 0 0 0 0 0 1 1 0 0 0 0 0
1997 0 0 0 1 0 0 0 0 1 0 0 0
1998 0 0 0 0 0 1 2 2 0 2 0 0
1999 1 1 0 3 2 0 0 2 0 0 0 0
2000 1 1 6 5 1 1 0 1 0 0 1 0
2001 0 1 1 0 1 0 1 5 0 0 0 0



Descriptive Measures
of Sex Offences Data

Minimum Maximum Median Mode Mean Variance
0 6 0 0 0.5903 1.0268



Descriptive Measures
of Sex Offences Data



Descriptive Measures and Order Selection

The index of dispersion is Î = s2X/X̄ = 1.7395, which is large enough to
conclude that the data is over-dispersed.

Ninety of the 144 (62.5%) data values are zero.

The bottom two graphs on the previous slide are the sample ACF (left) and
sample PACF (right) with large sample 95% confidence bounds for white noise.
Both indicate an autoregressive structure of order one is appropriate.

Akaike information criteria (AIC), corrected AIC (AICc) and the Bayesian
information criteria (BIC) are also used for order determination. All three
indicate order one.

AIC AICc BIC

AR(1) 409.3019 409.4734 418.2114
AR(2) 411.2420 411.5298 423.1212

AR(3) 413.2324 413.6671 428.0814



Parameter Estimates for ZIP-
INAR(1) Model Parameters

The table below provides estimates for α, π and λ using the conditional least
squares (CLS), Yule-Walker (YW) and maximum likelihood (ML) when fitting the
ZIPINAR(1) model.

CLS YW ML
α 0.3958 0.8588 0.2195
π 0.6922 0.4575 0.6446
λ 0.8729 1.3176 0.9190



ZIPINAR(1) k-Step Ahead
Conditional Distribution

Estimated conditional k-step-ahead probability mass function for Xn = 0 for three

estimation methods for α, π and λ based on ZIPINAR(1) model for the sex offences data.



PLINAR(1) k-Step Ahead
Conditional Distribution

Estimated conditional k-step-ahead probability mass function for Xn = 0 for three

estimation methods for α and θ based on PLINAR(1) model for the sex offences data.



GINAR(1) k-Step Ahead
Conditional Distribution

Estimated conditional k-step-ahead probability mass function for Xn = 0 for three

estimation methods for α, and θ based on GINAR(1) model for the sex offences data.



Assessing Forecasts Performance

To investigate the accuracy of the forecast, we partition an observed dataset of
length n into two sets. The longer set, called the training set, contains the first
m observations, and is used to estimate the parameters of the models. The
remaining n −m observations are used for evaluating forecasts using each of
the following three criteria.

For the sex offences data, the training set was the first 80% (115 observations)
of the data. We then computed the k-step-ahead forecasts (k = 1, 2, 3) for the
remaining 20% (29 observations).

Four measures of forecast accuracy are computed on the forecasts.

Prediction root mean square error
Prediction mean absolute deviation
Percent true prediction for the median as the forecast
Percent true prediction for the mode as a forecast



k-Step Ahead Prediction Errors

The k-step-ahead prediction root mean square error, PRMSE(k), is defined as

PRMSE(k) =

√√√√ 1

n −m − k + 1

n∑
t=m+k

(
Xt − X̂me

t

)2

,

where X̂me
t+k is estimated k-step-ahead conditional mean given in equation (7).

The k-step-ahead prediction mean absolute deviation, PMAD(k), is given by

PMAD(k) =
1

n −m − k + 1

n∑
t=m+k

∣∣∣Xt − X̂med
t

∣∣∣ ,
where X̂med

t+k is the median of the estimated k-step-ahead conditional distribution in
equation (6).



k-Step Ahead Percent of True Prediction

In the following equation, let X̂t represent some k-step ahead forecast based on
the estimated k-step ahead conditional distribution.

Then, for the selected forecaster, the k-step ahead percentage of true
prediction, PTP(k), is given by

PTP(k) =

∑n
t=m+k I

(
Xt = X̂t

)
n −m − k + 1

× 100%,

where I (·) is an indicator function equaling one if Xt = X̂t and zero otherwise.

In our studies, we chose the median as one forecaster, and the mode as another.



Assessing Forecast Accu-
racy for Sex Offences Data

The table below contains the PRMSE, PMAD, and PTP for both the median and
the mode.

Based on the results above, and relying more heavily on the PTP measures, the
Discrete processes outperformed the traditional Gaussian model. For this data, the
method of parameter estimation had little effect on the forecasts.



Assessing Forecast Accu-
racy for Skin Lesions Data

The table below contains the PRMSE, PMAD, and PTP for both the median and
the mode.

Based on the results above, and relying more heavily on the PTP measures, the
Discrete processes outperformed the traditional Gaussian model. For this data, the
method of parameter estimation had little effect on the forecasts.



Conclusion/Future Research

Create an R package for discrete-valued time series.

Look into seasonal INAR(1).

Investigate the performances of prediction intervals related to the topics
considered.
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